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Education 
University of California, Berkeley Berkeley, CA
Ph.D. Student in Computer Science Aug 2026 – Present
• Advised by Prof. Ion Stoica. Member of Sky Computing Lab.

Shanghai Jiao Tong University Shanghai, China
B.Eng. in Computer Science, ACM Honors Class Aug 2022 – Jul 2026
• Cumulative GPA: 3.98. ACM Honors Class is an elite CS program for students with aspirations in research.

Research Interest 
I have a wide range of research interests across computer systems and AI. My current research mainly focuses on
building efficient, scalable, and reliable systems for machine learning.

Publications 
MuxTune: Efficient Multi-Task LLM Fine-Tuning via Spatial-Temporal Backbone Multiplexing
23rd USENIX Symposium on Networked Systems Design and Implementation (NSDI’26)
Chunyu Xue*, Yi Pan*, Weihao Cui, Quan Chen, Shulai Zhang, Bingsheng He, Minyi Guo

DynaFlow: Transparent and Flexible Intra-Device Parallelism via Programmable Operator Scheduling
9th Annual Conference on Machine Learning and Systems (MLSys’26)
Yi Pan, Yile Gu, Jinbin Luo, Yibo Wu, Ziren Wang, Hongtao Zhang, Ziyi Xu, Shengkai Lin, Baris Kasikci, Stephanie Wang

Magneton: Optimizing Energy Efficiency of ML Systems via Differential Energy Debugging
24th USENIX Symposium on Networked Systems Design and Implementation (NSDI’27) †

Yi Pan*, Wenbo Qian*, Dedong Xie, Ruiyan Hu, Yigong Hu, Baris Kasikci
* denotes equal contribution; † denotes to appear.

Research Experience 
University of Washington Seattle, WA
Research Intern in SyFI Lab, advised by Prof. Baris Kasikci May 2025 – Present
• Transparent and Flexible Intra-Device Parallelism

‣ Identified the challenge of applying intra-device parallelism transparently to existing ML systems. Solved it by de-
coupling the operator execution from the model implementation, and introduced a unified operating scheduling
interface to enable flexible intra-device parallelism. Accepted by MLSys’26.

‣ Role: project leader; designed and implemented the system; conducted experiments; wrote the paper.
• Energy Optimization of Large-Scale ML systems

‣ Optimized the energy efficiency of large-scale ML systems with differential energy debugging. The system is applied
to 9 popular ML systems, detects and diagnoses 16 known cases of software energy inefficiency and further discovers 8
previously unknown cases. Accepted by NSDI’27.

‣ Role: project leader; designed and implemented the system; conducted experiments; wrote the paper.
• Towards Optimal LLM Serving Throughput

‣ Explored the opportunity of achieving optimal LLM serving throughput by splitting the input into smaller nano-batches
and overlapping their execution. The system achieves up to 1.91x throughput improvement compared to the state-
of-the-art serving frameworks. Accepted by OSDI’25.

‣ Role: core developer and maintainer of the open-source version of the system.

Shanghai Jiao Tong University Shanghai, China
Research Intern in SJTU EPCC Lab, advised by Prof. Quan Chen Jun 2024 – Apr 2025
• Optimizing LLM Finetuning in Large-Scale Datacenters
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‣ Explored the opportunity of co-scheduling multiple fine-tuning tasks in large-scale datacenters. The system achieves
up to 2.33x throughput improvement compared to the state-of-the-art fine-tuning frameworks. Accepted by NSDI’26.

‣ Role: project co-leader; designed and implemented a novel pipeline strategy to parallelize the tasks with zero pipeline
bubble; conducted experiments; wrote the paper with other co-authors.

Teaching Experience 
Teaching Assistant (Head) Programming and Data Structure 2023 – 2025

External Teaching Assistant Operating System and Computer Architecture 2024 – 2025

Awards 
Zhiyuan Honor Scholarship Zhiyuan Colledge, SJTU
Awarded to top 2% students in SJTU annually. 2022 – 2025

Academic Excellence Scholarship SJTU
Awarded to students with top academic performance annually. 2023 – 2025

Skills & Miscellaneous 

Programming C/C++, CUDA, Python, Rust, Java, Golang, Verilog

Tools Git, CMake, Makefile, Docker, LaTeX, Markdown, Typst

Language Chinese (Native), English (Fluent, TOEFL 105)

Hobbies Soccer, Aviation, Table Tennis, Movie, Badminton, Rock Climbing, Reading


